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InstructlLab Project: A= Al sRAE T TT K& B TR 41 [X

( Large-scale Alignment for chatBots methodology )

v Instructlab R ALLMEE 7 AR i R 0 b ST ke 2 TAR . X B ko e e a
RIUSIN 7SN R R B R, AN TR Z 58 o XA AT o . FRATTARAS
—/NEEL T 0 K R AR T DL K SRR P EARE A T i AR T B B AR R K T Taxonomy-driven Large-scale Synthetic Iterative, Large-scale

Data Curation Data Generation Alignment Tuning
VR ¥ NEH, RS X .

v HFr AT A E ] LLE YR T Language Model Development Kit (LMDK) ¢ _
! " I t tL b A flywheel for rapid open source
AATTR iR DTk 2h AlBE Y NSTructLa innovation (community & enterprise)

= () nstructan Q Ty Dtosearch > InstructLab Triaging tool
(@ Overview [J Repositories 7 (3) Discussions [ Projects 1 @ Packages A People 21 CLI and Workflow
{%” InstructLab cnfotow - an
O
— Top discussions this past month Developers use CLI to Pull requests are reviewed
Discussions are d . . :
. ! evelop, test, and submit for quality and a subset is
Welcome to the 42 InstructLab Project creating conver it g y ;
answering ques skills as pull requests. chosen for this round.

G Instruct
r Lab Y
003G Periodic model InstructLab

8
InstructLab 4 uses a novel synthetic data-based alignment tuning method for Large Language Models (LLMs.) The "lab" in o 0@{‘,‘@ ”9

InstructLab " stands for Large-Scale Alignment for ChatBots [1]. k4 m I b k d
(Yl L releases acken

[1] Shivchander Sudalairaj*, Abhishek Bhandwaldar*, Aldo Pareja*, Kai Xu, David D. Cox, Akash Srivastava®. "LAB: Large-Scale Viewall

Alignment for ChatBots", arXiv preprint arXiv: 2403.01081, 2024. (* denotes equal contributions)

Why InstructLab
Top languages

There are many projects rapidly embracing and extending permissively licensed Al models, but they are faced with three main @ Python ® Shell @ TypeScript

challenges:

@ Jupyter Notebook
Co tribution to the modes themselvesis ot possible direcly. They show up as forks, which forces consumers to choose a
s Report abuse

Triaged pull requests are used to run the
backend flow (synthetic data gen
plus multi-phase training).




@ Instructlab, Granite Models & RHEL Al
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LAB (Large-scale Alignment for ChatBots) method

FF4r2% (Taxonomy-based)
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Granite Code Serial Model: ¥ fif il 540 il i AU

Granite Code RAIMUIIIEAL, B 1E SRR &2 M 9mtS{E 55 . Granite Code HEANE /S T2 AR K, %
BF 5% DA DY AS [3] ) A5 % 4 (3B 8B, 20B 11 34B), Granite Code #AIH £ 1E Apache 2.0 ¥ 7] T & A7 [K):

» Granite Code Base: H TAUAGHHRATSS BRI AL, {EHN6FmAETE 5 905 IS HEAT T 85l

- Granite Code Instruct: i Git #2585 N KIS WG LU TFIE G A RS Fa 4 2R 42 147 T 1 18 4
TR

Granite 1‘%1‘%?2

HE S B A HE %

AR TCRCN LS8 B AR EE >k B A FF 7] FH 194
¥E4E 41 Github Code Clean 2. StarCoderdata 34
N GitHub ) HeAth A SEARRS A7 i 2 A ) @ 2 A, AR
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Granite Code Serial Model: ¥ fif il 540 il i AU

Granite Code RAIMUIIIEAL, B 1E SRR &2 M 9mtS{E 55 . Granite Code HEANE /S T2 AR K, %
BF 5% DA DY AS [3] ) A5 % 4 (3B 8B, 20B 11 34B), Granite Code #AIH £ 1E Apache 2.0 ¥ 7] T & A7 [K):

» Granite Code Base: H TAUAGHHRATSS BRI AL, {EHN6FmAETE 5 905 IS HEAT T 85l

- Granite Code Instruct: i Git #2585 N KIS WG LU TFIE G A RS Fa 4 2R 42 147 T 1 18 4
TR

Granite 1‘%1‘%@

FR T )1| k

Granite Code J:AalfEAIAE 3.5T £ 4.5T P 54CHLAH G
(1] E 285 5 B4R AR B s R . fEH
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EH

MrEe—: 3B Ml 8B HRIHALLE 4 JIAL AR 4 b
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Granite Code Serial Model: ¥ fif il 540 il i AU

Granite Code RAIMUIIIEAL, B 1E SRR &2 M 9mtS{E 55 . Granite Code HEANE /S T2 AR K, %
BF 5% DA DY AS [3] ) A5 % 4 (3B 8B, 20B 11 34B), Granite Code #AIH £ 1E Apache 2.0 ¥ 7] T & A7 [K):

» Granite Code Base: H TAUAGHHRATSS BRI AL, {EHN6FmAETE 5 905 IS HEAT T 85l

- Granite Code Instruct: i Git #2585 N KIS WG LU TFIE G A RS Fa 4 2R 42 147 T 1 18 4
TR

Granite 1‘%1‘%@
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Granite Codeti#!. Apache 2.0 AT, RIFHAEIT K A= T

Model MATH GSM8K SAT OCW MATH+Py GSM8K+Py
B BigCode/StarCoder2-78 StarCoderBase- 2.4 3.8 18.7 2.2 18.2 15.6
M Google/Gemma-78B 7B

M Google/CodeGemma-78

M Meta/CodeLlama-78

B MistralAl/Mistral-78 CodeLlama-7B 4.1 11.9 125 2.9 20.8 26.8
M Meta/Llama-3-8B

M 1BM/Granite-8B-Code-Base

Generating Code Explaining Code Fixing Code Average StarCOder2-7 B 10'4 27' 2 3 7 . 5 4'8 28'7 3 94
CodeGemma- 21.8 49.0 53.1 6.9 31.1 60.9
7B

M Google/Gemma-78 .

B Google/CodeGemma-78 Granite-8B- 21.4 61.9 62.5 8.8 35.4 63.1
M Meta/CodeLlama-78 Code-Base

M MistralAI/Mistral-7B

M Meta/Llama-3-8B

= - Gemma-7B 241  53.3 75.0 7.3  27.4 52.9

Generating Code Explaining Code Fixing Code Average
Mistral-7B-v0.2 12.8 37.2 53.1 5.8 25.7 45.6
Llama-3-8B 15.6 49.8 344 9.9 0.0* 2.4
Lemma-7B 17.3 33.7 59.4 7.0 25.6 40.8

h & RedHat



Merlinite & Labradorite Model: lab-enhanced Model

* IBM Efn5EE Al fREU/AN5) Mistral AL IR SRR R, IBMIFRIR

7£ IBM® watsonx.ai™ F AE R P14t Mistral ZFIEN\AREY, BERIEAMEE, th
BJ7£ IBM Cloud® Hr{$f, HAEHE Mistral-Large IR HHRA, BEHSHH LM
SRy AL AREL Y —, IBM HRfS4K4ES Mistral AL {TIHRETE, BIFEN SWID/
Mixtral RFITHRREEEFRER, DK IBM InstructLab 1819 Mistral 7B ZX{4K
Merlinite,

2024 % 4 B 18 H, IBM E7%7f Watsonx Al MBS FiH Meta Llama 3, X2
Meta B9 F—FRL LLM, SEEZFEBIBWEIFTHE Al 2k, Llama 3 B9INAINE T IBM
5 Meta 9GE1E, DAMEDH AL OARELEIHT. BRRMRA SR FEFFRAMIL T ALELE,
Hepeig—Ekg7l . #eldll, ZARR . MRMBUSHIMTER ., BN, %
BFEDREIHAE 100 ZZ2HAFNETEE.

XL RS TENER RN IBMADRSIRFI ™ @AVt 7E, BIEFE1I&BA. RN
IBM® Granite™ fURB&E B M InstructLab , X2 ESE LLM #d B IE TR BIFTEHT
F5. XM A BEBI AR T BERIRMEAN ALES RS, HBHPWER
2. AREN AL FEFRAEE.

£ IBM, BAIRBESM D ERIEHBWRED, EBPEFBEMEEHY BemRk
SHF—ATLEBE, IBM Research® Lab Alignment 32 AR B2 EEALE InstructLabFf
BRLEA, PJUERFINTRIREER AR IFERIRE,

> InstructLab 2 IBM #1 Red Hat T 5 A #EH il —4

THEH, BESRX IR, BN XEME T
BIEMEIE LLM B TH, MM iGE
Frl AL, @I LLM 58 AR AT A oAt I8 S
TiH, 1BM 1 Red Hat 7y 244 sl AlfYI U5 1] 5
IR FAL.
Instructlab i TAF R B2 R A LLM A2 55 e i &
NP ST PN < Stk &/ TN ] 2 i & enl e
A R JE AT LU AT Instructlab A2 s i s Sk i
| B B AT, T C R TSR, A
BHELZWA . IBM Research E# f InstructLab &
R A, DA FL R Tl S RS () U
Granite 4,
AR 7 IR R & TR, PRt
‘B 0] LMRIBM granite 5k — FE R FA HLR ] Tllama
FIRHIAETY o A A] Bk HARAR Y 61 i 2 (Bl an
Mistral, Meta%)1E A A AEIKLE

& RedHat



Instruct Labft X iz's & lab-
enhanced Model 14 #E

i InstructLab & B A s A R AR, & n] DLAIEE B S RI$E 4K
WEEH CREEA, JRE T SEE, BEREAIHIT HisES . 7w )E,
TR DUMBAT AT HAR TR T H — ¢, $ HAE RS KR 3845 GitHub LY
InstructLab Taxonomyii H .

WH N RS EETRAEEE, WRAFEAXAEN, &4 s I+
TR . SR e, IR BT A 22 7E Hugging Face b R A B4
[X . IBM Fl Red Hat 1] B ¥z A& & 8 & A B HRA .

Bt % InstructLab [F1J5 3, IBM 1 Red Hat [RI4Ed A 50K 5 2 AL - [X
RN . RE4EDEH GO oTEkE o] IR N S . TR
I BERE 7 DL A GE S B AT A 1% 1 BE #0431 InstructLab i H

X RWAERIHT LI 1 LA LA m] BESE B A —— 1At X A i A
fi B DRI R SO AR

ARC-
MTBench MMLU(5- C(25- HellaSwag(10- Winogranc
Model Alignment Base Teacher (Avg) * shot) shot) shot) shot)

Llama-2- RLHF Llama- Human 6.65 54.58 59.81 82.52 75.93
13b-chat-hf 2-13b Annotators
Orca-2-13b  Progressive Llama- GPT-4 6.15 60.37* 59.73 79.86 78.22

Training 2-13b
WizardLM- Evol- Llama- GPT-4 7.20 54.83 60.24 82.62 76.40
13B-V1.2 Instruct 2-13b
Labradorite- Large-scale Llama-  Mixtral- 7.23 58.89 61.69 83.15 79.56
13b Alignment  2-13b 8x7B-

for Instruct

chatBots

(LAB)
Mistral-7B- SFT Mistral- - 6.84 60.37 63.65 84.76 76.80
Instruct- 7B-v0.1
v0.1
zephyr-7b- SFT/DPO Mistral- GPT-4 7.34 61.07 63.74 84.19 78.06
beta 7B-v0.1
Mistral-7B- SFT Mistral- - 7.6™ 60.78 63.14 84.88 77.19
Instruct- 7B-v0.1
v0.2
Merlinite-7b  Large-scale Mistral- Mixtral- 7.66 64.88 63.99 84.37 78.24

Alignment  7B-v0.1  8x7B-

for Instruct

chatBots

(LAB)




InstructlLab, Granite Models & RHEL Al

R H E L Al D eve | 0O pe r P revi ew (1] README 4 Apache-2.0 license

Teacher Model
Mixtral

s | | RHEL Al Developer Preview Guide

] Student Model
Trained Granite . . . : . .
Taxonomy > Model ilab download This guide will help you assemble and test a de ew version of the RHEL Al product.
ilab init >
T Overview
\4 \i M
' \
P :/ Welcome to the Red Hat Enterprise Linux Al Developer Preview! This guide is meant to introduce you to RHEL Al
Taxonom Synthetic Data Trained Model 1~ OQMAnN Training Developer Preview capabilities. As with other Developer Previews, expect changes to these workflows, additional
y Generation (CLI) Inferencing ﬂLLM . ' ! !
DeepSpeed automation and simplification, as well as a broadening of capabilities, hardware and software support versions,

performance improvements (and other optimizations) prior to GA.
InstructLab container

[ GPU accelerated ] VLLM container Training container

]

RHEL Al is an open-source product that includes:

te: an open source, Apache 2 licensed foundation model from IBM.
InstructLab container image set, 10f 3 [ cuda | rocm | synapse ]

b: a CLI and tuning backend that provides a simple user interface for contributing knowledge and
I skills to a base model.

(1‘ PvTorch SDK / dri RHEL Im [ bootc): RHEL Al is distributed as a “bootable container” image. Provision RHEL Al
) orc| rivers - N .
[Sbed)fl‘»c to GPU ] [ specific to GPU ] appliances via kickstart onto bare metal or cloud instances.

LLM: A high-throughput and memory-efficient inference and serving engine for LLMs, based on PyTorch.
RHEL Image Mode ( bootable image): [ GPU accelerated ] speed: A deep learning optimization software suite for both training and inference.

h: PyTorch is an optimized tensor library for deep learning using GPUs and CPUs.

Alllogos and marks are the property of their respective owners. Details in the appendix.



RedHat Al Steps
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STEP1

T PR ) S AR ) 25 7 7% (gLlora)
TE/NE AL 5 ST RISEES . ARSRIGAE
Podman DesktopE .

| Laptop / desktop

I

& RedHat

Enterprise Linux Al

STEP 2

PR GAETERN, ] Se B & 2L
JA ST PR . T BN = - mT
AL SR T

SEWEITAYAY

‘ Red Hat

OpenShift Al

STEP 3

5 RHEL Al —FERIAE P2 I 25, 78
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MLOps %5 H13fg



> Podman Al Lab & Podman Desktop HIFFEH &, & A 5 fets
AR A HL T AE Sk 3z 47 34 BEDWE B SR 7E 25 78 HR A 2
174 HE GERA I I B FH F2

Al Lab

Al APPS

—  ER Recipes Catalog

= Running

MODELS
AR Catalog
&
@ 4 Services
o

~ @ Playgrounds

Q)
B

Podman Al Lab #4454

DAPRIEIT 4G T fELLMSsH) — L B 5

s AR A Rl 55

Models

Al Downloaded  Available

NAME SIZES AGE ACTIONS
TheBloke/Mistral-7B-Instruct-v0.1-GGUF 437 GB 1 week f = @
Hugging Face - Apache-2.0
NousResearch/Hermes-2-Pro-Mistral-7... =
43768 1 =
Hugging Face - Apache-2.0 gock ¥ =7
ibm/merlinite-7b-GGUF ﬂ u
4376GB 1v ~
. Hugging Face - Apache-2.0 UTRES ¥ 5 0
TheBloke/Mistral-7B-codealpaca-lora-G...
® Hugging Face - Af 0 &
TheBloke/Mistral-7B-Code-16K-glora-G... L
tP o &
ugging Face - Apache-2.0
3 froggeric/Cerebrum-1.0-7b-GGUF ¢
Hugging Face - Apacl L
® TheBloke/openchat-3.5-0106-GGUF 0,
Hugging Face - Apache-2.0 o
® TheBloke/Mistral-7B-OpenOrca-GGUF L
Hugging Face - Af 0 S
£ miziyarP?nahi/?hizz—GGuF &
gging Face - Apache-2.0
limware/dragon-mistral-7b-v0
» " /drag ] = &
ugging Face - Apache-2.0
S MaziyarPanahi/MixTAO-7Bx2-MoE-Instru... A

Hugging Face - Apache-2.0

ggerganov/whisper.cpp i,

Docker Compatibility @ microshift A Minikube &

WA,

Model Services > Se

Al Lab
Service Details

Al APPS

- o
AR Recipes Catalog Container

M Az

NIRRT ISR H 3%, R A
A5 Chatbots. A

ice Details

Models

= Running
MODELS
AR Catalog ibm/merlinite-7b-GGUF

4 Services

~ B Playgrounds SR

http:/flocalhost:61067/v1

Py Client code

pip

AiService.py

¥ Docker Compatibility @ microshift 4 Minikube &

pip install langchain langchain-openai

from langchain_openai import OpenAI
from langchain.chains import LLMChain
from langchain_core.prompts import ChatPromptTemplate

model_service = "http://localhost:61067/v1/"

o 1lm = OpenAI(base_url=model_service,

CPU Inference @

~ ((Python LangChain -

Python

Al Lab

Al APPS

AR Recipes Catalog
= Running
MODELS

AR Catalog

4 Services

® Playgrounds

er Compatibility @ microshift

°
L]
°

~ Al Lab
Ng)
& apps
o MR Recipes Catalog
==

= Running
&

MODELS
% W Catalog
“ 9 Services
o
~ B Playgrounds
*

Recipe Catalog

Natural Language Processing

ChatBot Summarizer

This is a Streamlit
demo application for
summarizing text.

This is a Streamlit chat
demo application.

Computer Vision

Object Detection

This is an object
detection demo
application.

Audio to Text

This is an audio to text
demo application.

A Minikube &

Playgrounds > blog-pos!

Blog-post
TheBloke/Mistral-7B-Instruct-v0.1-GGUF

>_ Define a system prompt 24 Settings

User Next prompt w

Tell me the history of Red Hat
Model Parameters

Assistant
TEMPERATURE
Red Hat, Inc. is a multinational software company
that was founded in 1993 by Marc Ewing and Bob
Young. The company's initial focus was on providing RUXBOKERS
Linux-based solutions for enterprise customers. In
1994, Red Hat released its first product, Red Hat e

Linux, which quickly gained popularity among early
adopters of open-source technology.

Over the years, Red Hat has continued to expand its
product offerings to include a wide range of open-
source and proprietary software solutions. In
addition to its flagship product, Red Hat Enterprise
Linux, the company also offers Red Hat OpenStack,
Red Hat JBoss

Type your prompt here

Code Generation

This is a code-
generation demo
application.

Model Service Running

ese settings

05

) Send prompt
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InstructLab Demo

Granitef& U 2 58 R 5T it
BT 00 FIEI G R A K
XTI AR R AT I 25
PRI G IE

Generating synthetic data using merhmte 7b-1lab-Q4_K_M' model, taxonomy:'taxonomy' against http://127.0.0.1:8000/v1 server
INFO 2024-06-13 15:27:51,976 rouge_scorer.py:83 Using default tokenizer.

0%
Cannot find prompt.txt. Using default prompt depending on model-family.

Synthesizing new instructions. If you aren't satisfied with the generated instructions, interrupt training (Ctrl-C) and try adjusting your YAML files.

INFO 2024-06-13 15:27:51,983 generate_data.py:468 Selected taxonomy path knowledge->instructlab->overview
IN??Z@Z%%*B 15:27:59,588 generate_data.py:468 Selected taxonomy path knowledge->instructlab->overview
IN%IZOZ“L—%—B 15:28:06,692 generate_data.py:468 Selected taxonomy path knowledge->instructlab->overview
INS?ZOZM%*B 15:28:17,561 generate_data.py:468 Selected taxonomy path knowledge->instructlab->overview
Q> Who won Best Actor in a Leading Role for the 2024 Oscars?

/I&i Brendan Fraser won Best Actor in a Leading Role for The Whale at the 2024 Oscars.

3%
INFO 2024-06-13 15:28:24,881 generate_data.py:468 Selected taxonomy path knowledge->instructlab->overview
Q> How many awards did Barbie win at the 2024 Oscars?
I>
A> Barbie won 8 awards at the 2024 Oscars.

7%\
INFO 2024-06-13 15:28:35,059 generate_data.py:468 Selected taxonomy path knowledge->instructlab->overview
Q> Who presented the award for Best Actor at the 2024 Oscars?
I>
A> Brendan Fraser was presented with the award for Best Actor at the 2024 Oscars by Rita Moreno.

| 0/30 [00:00<?,

Adding more examples may help.

| 0/30 [00:07<?,
| 0/30 [00:14<?,

| 0/30 [00:25<?,

?it/s]

?it/s]
?it/s]

?1it/s]

| 1/30 [00:32<03:32, 7.32s/it]

| 2/30 [00:43<04:12, 9.00s/it]

download

Chat with the LIM

Add new knowledge
or skill to taxonomy

Chat with
the re-trained LLM
to see the results

\ 4

generate new
synthetic training data

Re-train




Thank you
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